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Locating a known source function in a stripped binary is a prerequisite for many security and software
engineering tasks, including Software Composition Analysis (SCA) false-positive elimination, patch presence
verification, malware analysis, code plagiarism detection, and license compliance auditing. We formalize this
need as source-to-binary function localization: given the source code of a target function and its encompassing
source package, determine whether the function is present in a stripped binary and, if so, report its address.
Two fundamental challenges arise: cross-modal alignment, as source code and stripped binary reside in vastly
different representation spaces; and similar function disambiguation, as compilation erases the symbolic
features that distinguish functionally similar functions.

We present XLoc, a recall-then-verify framework built on two insights. First, cross-modal alignment does
not require costly and error-prone compilation; it only demands token-level alignment, a process that can be
reliably approximated. Second, the information needed to disambiguate similar functions is already available
on the source side and can be extracted ahead of time to guide verification. Building on these insights, XLoc
implements a multi-stage recall module in which an LLM transforms source code into pseudo-decompiled
representations aligned with binary decompilation output, bridging the cross-modal gap. For verification,
XLoc identifies potentially confusing similar functions, extracts differential summaries, and uses them to guide
the verification process toward the specific distinguishing evidence for each candidate, producing definitive
accept/reject verdicts rather than similarity rankings.

We evaluate XLoc on two complementary datasets spanning 196 CVEs, 480 vulnerable functions, and 756
binaries. XLoc achieves up to 84.4% localization accuracy (4.2x over the best baseline) and HM = 87.1% for
positive/negative discrimination (vs. 35.1% for the best baseline). These results demonstrate that XLoc can
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locate target functions with high accuracy, reliably discriminate between positive and negative cases, and
produce definitive verdicts.
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1 Introduction

As software supply chains grow increasingly complex, known vulnerabilities in third-party open-
source components propagate along dependency chains to vast numbers of downstream products,
making vulnerability detection in deployed binaries a critical security need [13, 43]. Binary Software
Composition Analysis (SCA) tools address this by identifying which components and versions a
binary incorporates, flagging known vulnerabilities such as “this binary includes OpenSSL 1.0.1,
which contains CVE-2014-0160" [25, 27, 42, 50]. However, a component-level finding does not imply
that the specific vulnerable function is actually present in the binary: partial reuse, conditional
compilation, module-level linking decisions, and version-specific code changes can all cause the
vulnerable function to be absent [11, 27, 54], leading to false positives. More broadly, confirming
whether a specific function exists in a stripped binary and pinpointing its address is a foundational
capability that extends well beyond SCA false-positive elimination: it equally underpins security
and software engineering tasks such as patch presence verification [10, 28, 57], function-level
reachability and exploitability assessment [8, 51], malware analysis [24, 34], code plagiarism
detection [58], and license compliance auditing [14]. All of these tasks require reliably locating a
target source function in a stripped binary.

We formalize this need as source-to-binary function localization: given the source code of a target
function together with its encompassing source package, and a stripped target binary, determine
whether the function exists in the binary and, if so, report its address.

Existing methods applicable to this task follow two strategies. Source-to-binary methods directly

compare source and binary representations: BinPro [35] and B2SFinder [56] rely on manually
crafted features such as string constants and numeric literals; CodeCMR [55] trains cross-modal
encoders to project source and binary into a shared embedding space. Binary-to-binary methods [19,
33, 41, 44, 46] avoid the cross-modal difficulty by first compiling the source into a reference binary
and then comparing within the binary modality. Both strategies produce similarity-ranked lists
rather than definitive verdicts, and face two fundamental challenges:
Challenge 1: Cross-Modal Alignment. Source code and binary are fundamentally different
modalities: compilation is a many-to-many mapping where a single source function yields vastly
different binaries depending on compiler, optimization level, and target architecture, while syn-
tactically different source functions with equivalent semantics can produce similar or identical
binaries after compilation. The source-to-binary methods above struggle with this gap: manually
crafted features are absent in many functions, and learned encoders cannot reliably align unstable
binary-side representations. Binary-to-binary methods face the same compilation barrier and addi-
tionally demand a complete dependency chain, incurring high compilation overhead and frequent
build failures [21].
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Challenge 2: Similar Function Disambiguation. Real-world codebases contain abundant similar
functions that share nearly identical structure yet differ in subtle ways, such as API families,
protocol variants, and wrapper functions that dispatch to different types or callees. Producing
a definitive match verdict requires disambiguating these similar functions, yet this is inherently
difficult because compilation and stripping blur the very symbolic features (function names, type
names) that distinguish them. And this loss of discriminative information leads to the failure of
existing approaches.

Both challenges stem from the same root cause: compilation systematically transforms source
code, erasing the features needed for cross-modal alignment and for distinguishing similar functions.
We observe that these lost features can be recovered through source-side analysis, since the
source retains the information that compilation removes. Motivated by this compilation-induced
information loss, we build XLoc on two design insights.

Insight 1: Token-level simulation of compilation suffices for cross-modal alignment.
Since similarity matching does not require source-side semantic equivalence but only token-level
proximity, we do not need to actually compile source code to align it with binary. Instead, it
suffices to transform the tokens and token sequences in the source into a form that resembles real
decompiled code, which can then be directly aligned with the decompiled code produced from the
target binary side by decompilers. Moreover, the transformations from source to decompiled code
(symbol erasure, type degradation, stylistic changes) are systematic and predictable, making such
simulation feasible.

Insight 2: The knowledge needed to distinguish similar functions is preserved at the
source level and can guide binary-side discrimination. Each pair of similar functions may
diverge in its own way: some are distinguishable by their callees, others by the struct types they
access, and so on. These function-specific distinguishing features are clearly visible at the source
level, where symbols remain intact. Compilation obscures them in the binary, burying them among
other noise, yet they are not destroyed. As long as binary-side discrimination focuses on these key
distinguishing points, similar functions can still be told apart. Since such distinguishing points can
be learned from source code, source-level analysis can guide binary-side discrimination.

Based on these insights, we propose XLoc, a recall-then-verify funnel architecture that addresses
compilation-induced information loss at successive levels of granularity. The recall stage achieves
high coverage across diverse compilation configurations, while the verify stage precisely disam-
biguates similar candidates, ultimately producing a definitive verdict: a confirmed address or a
justified conclusion of absence. In the recall stage, two lightweight methods first exploit features
that survive compilation (preserved symbols, unique strings, call-graph edges, file proximity) for
fast matching or candidate narrowing. When these features are insufficient, an LLM-based strategy
simulates compilation effects on the source to produce a pseudo-decompiled representation while
a decompiler lifts binary functions (Insight 1), converging both sides into the same feature space
for effective same-modal retrieval. In the verification stage, an LLM acts as a reasoner: it first
narrows down the recalled candidates through coarse screening, then applies tournament-style
pairwise comparison, producing a definitive verdict rather than a similarity ranking. When similar
candidates prove difficult to distinguish, pre-constructed diff summaries direct the LLM’s attention
to the specific discriminative evidence (callees, struct usages, etc.) for each pair (Insight 2).

While XLoc’s technique is general-purpose, we evaluate it in the vulnerability localization
setting, which represents the most pressing practical demand. We conduct experiments on two
complementary datasets covering 196 CVEs, 480 vulnerable functions, and 756 binaries. Lares [28]
(5,448 positive cases) contains binaries compiled under diverse architectures, optimization levels,
and compilers; Debian (513 positive + 2,010 negative cases) additionally includes binaries from
the same project that do not contain the target function, testing the ability to produce absence
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verdicts. Compared with four baselines spanning source-to-binary matching (CodeCMR [55]), binary

similarity (DeJina [41]), and general-purpose code embeddings (UniXCoder [18], Jina-0.5B [26]),

XLoc achieves the highest localization accuracy on Lares (84.4%, 4.2X over the best baseline) with

stable performance across all configurations, and the strongest positive/negative discrimination

on Debian (HM = 87.1% vs. 35.1% for the best baseline). Ablation studies further support these
insights and the effectiveness of each proposed component.
Our main contributions are as follows:

o Token-level pseudo-decompilation for same-space recall. We propose a recall strategy
that uses an LLM to simulate compilation effects on source code at the token level, producing a
pseudo-decompiled representation that aligns with decompiler output from the binary side. This
transforms the cross-modal source-to-binary retrieval problem into a same-modal comparison
without requiring actual compilation or build infrastructure, substantially boosting existing
embedding models (e.g., R@1: 19.3% — 55.1%).

e Source-guided tournament verification for similar function disambiguation. We propose
a verification framework that combines tournament-style LLM reasoning with source-level
differential knowledge to disambiguate similar functions. An offline diff summary mechanism
pre-extracts the discriminative features between similar functions from the source and directs
the LLM’s attention to the corresponding evidence in the binary, producing a confirmed address
or an absence verdict, with a 2.8% false positive rate on negative cases.

e Framework. We integrate the above components into XLoc, an end-to-end source-to-binary
function localization system. The online pipeline runs on a single 40 GB GPU using open-source
models/LLMs, enabling private deployment.

e Evaluation. We evaluate XLoc on two datasets (196 CVEs, 480 vulnerable functions; 5,448
positive and 2,010 negative cases) under diverse compilation configurations. XLoc achieves
84.4% localization accuracy (4.2X over the best baseline) and HM = 87.1% for positive/negative
discrimination, outperforming the best baseline by 52.0 pp.

2 Background and Motivation
2.1 Problem Formulation
As outlined in § 1, the task of source-to-binary vulnerable function localization takes three inputs:

the source code of a vulnerable function f;., the source code repository R from which f;,. originates,
and a target binary B containing functions Fg = {fi, f2,. .., fn}. The goal is to compute:

Localize(fs, R,B) — (found, addr) (1)

where found € {true, false} indicates whether f;,. is present in B, and addr € Addrs(B) U {1}
gives the matching function’s address when found = true, or L otherwise.

2.2 Motivation

We illustrate the challenges through CVE-2014-8275, a representative OpenSSL case chosen for
clarity. Similar near-neighbor ambiguity also appears in recent vulnerabilities, such as CVE-2025-
69418'. CVE-2014-8275 is a certificate fingerprint validation bypass that affects multiple signature
verification routines in the library. Figure 1 shows two functions impacted by this CVE: DSA_verify
and ECDSA_verify. In practice, if a vulnerability scanner fails to locate DSA_verify in a target
binary, the affected binary goes unreported (false negative); conversely, if the scanner confuses
the two functions and reports ECDSA_verify as DSA_verifly, the resulting mismatch can mislead

https://github.com/openssl/openssl/commit/ed40856d7d4ba6cb42779b6770666a65f19ch977, CRYPTO_ocb128_encrypt vs.
CRYPTO_ocbh128_decrypt.
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1| int DSA_verify(int type,

2 const unsigned char *xdgst, int dgst_len,
3 const unsigned char *sigbuf,
4 int siglen, DSA =*dsa) {

5 DSA_SIG *s; int ret = -1;

6 s = DSA_SIG_new()

7 if (s == NULL) return(ret);

8 if (d2i_DSA_SIG(&s,&sigbuf,

9 siglen)==NULL) goto err;
10 ret = DSA_do_verify(dgst,

11 dgst_len, s, dsa);

12| err: DSA_SIG_free(s);

13 return(ret);

14| 3

1| int ECDSA_verify(int type,

2 const unsigned char xdgst, int dgst_len,
3 const unsigned char xsigbuf,

4 int sig_len, EC_KEY #*eckey){
5

B ECDSA_SIG *s; int ret = -1;

6 s = ECDSA_SIG_new();

7 if (s == NULL) return(ret);

8 if (d2i_ECDSA_SIG(&s,&sigbuf,
9 sig_len)==NULL) goto err;

10 ret = ECDSA_do_verify(dgst,
11 dgst_len, s, eckey);

12| err: ECDSA_SIG_free(s);

13 return(ret);

14 )

(a) DSA_verify (target)

Fig. 1. Two OpenSSL functions affected by CVE-2014-8275. They share identical control flow and differ only in
the highlighted type names and callee prefixes, all of which are removed during compilation and stripping.

(b) ECDSA_verify (similar)

__int64 sub_FD377(

1

2 __int64 al, __int64 a2,

3 unsigned int a3, __int64 a4,
4 int a5, __int64 a6) {

5 v12 = a4;

6 ptr[1] = __readfsqword(@x28u);

7 ptr[0] = sub_FD445();

8 if (ptrlel) {

9 v9 = sub_FD246 (ptr,&v12,a5);
10 vie = -1;

11 if (v9)

12 v10 = sub_FD415(a2,a3,

13 ptr[e],a6);

14 sub_FD478 (ptr[0]);

15 } else return -1;

1| __int64 sub_FE218(

2 __int64 al, __int64 a2,

3 unsigned int a3, __int64 a4,
4 int a5, __int64 a6) {

5 v12 = a4;

6 v13[1] = __readfsqword(@x28u);
7 v13[0] = sub_190B92();

8 if (vi13[el) {

9 v9 = sub_190B68(v13,&v12,a5);
10 vie = -1;

11 if (v9)

12 v10 = sub_FE1D0(a2,a3,

13 v13[e],a6);

14 sub_190BA7 (v13[0]);
15 } else return -1;

16 return vi10; 16 return v10;

(a) sub_FD377 (DSA_verify) (b) sub_FE218 (ECDSA_verify)
Fig. 2. Decompiled output of the two functions from Figure 1. After compilation and stripping, the two
become nearly identical; the only differences are the raw callee addresses (highlighted).

triage and patching efforts (wrong positive). These failure modes motivate a localization approach
that is both recall-capable and verification-precise.

Cross-Modal Alignment. Compilation erases symbolic information (function names, variable
names, type annotations) and restructures control flow through optimization passes, producing a
binary representation that bears little resemblance to the original source. As shown in Figures 1 and 2,
DSA_verify’s decompiled output retains none of the original identifiers, with all names replaced
by addresses and types degraded to generic __int64. Existing feature-based methods [35, 56] fail
when no distinctive strings or constants survive; cross-modal embedding methods [55] struggle
because compilation is a many-to-many mapping that prevents reliable source-to-binary alignment.
In our evaluation, neither approach recalls DSA_verify among its top candidates.

Similar Function Disambiguation. Even when the target function is successfully recalled,
producing a definitive verdict requires disambiguating it from similar functions. As shown in
Figures 1 and 2, DSA_verify and ECDSA_verify share identical control flow and differ only in
type names and callee prefixes, all of which are erased during compilation and stripping, leaving
nearly identical decompiled code with all distinguishing names replaced by opaque addresses.
Existing methods apply a uniform feature extraction scheme to all functions, inherently unable to
adapt to the specific differences that matter in each case; in our experiments, embedding-based
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Source Repo. Finctions in Target Binary Code using LLMs.

Fig. 3. Overall architecture of XLoc.

methods rank DSA_verify above ECDSA_verify in only ~50% of queries, equivalent to random
guessing. This inability to disambiguate them also undermines absence determination: when a
binary contains ECDSA_verify but not DSA_verify, the near-identical structure causes the former
to score high against the latter’s query, and no reliable threshold can separate true matches from
such false positives (oracle-optimal FPR: 33.4%).

The two challenges above expose fundamental limitations of existing similarity-based approaches:
cross-modal alignment prevents reliable recall, and uniform feature extraction cannot disambiguate
similar functions, making definitive verdicts unattainable. These challenges motivate the design of
XLoc (§ 3).

3 Approach

To address the challenges, we propose XLoc (Figure 3). To address cross-modal alignment, XLoc
uses an LLM to simulate compilation effects on the query source function at the token level,
producing a pseudo-decompiled representation, while lifting binary functions via decompilation,
converging both sides into the same representation space for retrieval. To address similar function
disambiguation, XLoc introduces LLM-based reasoning for verification, and designs an offline
source-level analysis that pre-extracts how the target function differs from its similar counterparts;
at query time, this differential knowledge guides the LLM to identify specific discriminative evidence
in the binary.

Concretely, XLoc takes three inputs: the target function source code f5., the source repository R
from which it originates, and a target binary B, and operates in two stages. The recall stage (§ 3.2)
narrows the search space from tens of thousands of binary functions to tens through a hierarchical
strategy: it first attempts exact match via preserved symbols and unique strings, then scores
candidates by compilation-surviving features (shared strings, call-graph edges, file proximity), and
finally falls back to LLM-bridged embedding retrieval in the unified decompiled-code representation
for functions lacking distinctive features. The verification stage (§ 3.3) employs the LLM as a
reasoner: it performs coarse screening followed by tournament-style pairwise comparison, with
source-level diff summaries injected on demand to disambiguate similar functions, ultimately
producing a definitive verdict: a confirmed address if a candidate survives, or an absence conclusion
if all are eliminated.

3.1 Preprocessing
Before recall and verification can begin, XLoc extracts structured information from both the source
repository and the target binary.

Source-Side Preprocessing. Given the source repository R, XLoc performs a one-time analysis
that is independent of any specific target binary. For each function in R, it extracts the function
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body, the set of string literals, and the caller/callee relationships from the call graph. It also records
each function’s source file path and the number of functions per file, which are used later for
file-proximity-based candidate selection (§ 3.2.2). In addition, XLoc precomputes diff summaries
that capture source-level differences between similar functions, for use during verification; the
construction process is detailed in § 3.3.3.

Binary-Side Preprocessing. For each target binary B, XLoc decompiles all functions to obtain
pseudocode representations, which serve as input to both the embedding-based recall (§ 3.2.3) and
candidate verification (§ 3.3). It also extracts string literals from data sections and builds a cross-
reference index mapping each string to the functions that reference it, recovers the binary-level
call graph, collects preserved symbols from import/export tables, and records the address-ordered
function list. These artifacts provide the feature dimensions used by rule-based recall (§ 3.2.2).

3.2 Hierarchical Candidate Recall

XLoc adopts a hierarchical recall strategy that progressively increases effort. Exact match first
attempts to resolve the query immediately via preserved symbols or unique string literals. When
no definitive match is found, multi-dimensional candidate selection (§ 3.2.2) scores binary functions
by compilation-surviving features (shared strings, call-graph edges, file proximity) to narrow the
search space without model inference. For functions lacking such distinctive features, LLM-bridged
embedding recall (§ 3.2.3) transforms the source function into a binary-like representation, reducing
cross-modal retrieval to same-space embedding search.

3.2.1 Exact Match. XLoc first attempts to identify the target by exploiting distinctive features of
the source function that survive compilation intact: (a) symbol match: even in stripped binaries,
exported function names are retained in import/export tables; if the function name of f;,. appears
in B’s preserved symbol table, it is matched directly; or (b) unique string match: a string literal that
occurs exclusively in f;. within R is referenced by exactly one function in B. If either approach
succeeds, XLoc reports the matched function directly and terminates.

3.2.2 Multi-dimensional Candidate Selection.

When exact match does not resolve f;,., XLoc selects candidates by systematically exploiting
features that survive compilation. We focus on three categories of compilation-surviving features:
string literals (preserved in data sections), call relationships (call instructions survive even when
names are stripped), and file-level spatial locality (compilers typically emit functions in source-file
order, so same-file functions occupy contiguous addresses [25]). We exclude numeric constants
(used by previous works [55, 56]), as they are unreliable across compilation in practice: they can
be confused with memory-access offsets from struct lowering, and optimizations may alter their
values (e.g.,a > 16 — a >= 15).

To leverage call relationships and spatial locality, XLoc first locates anchor points in B using the
same symbol and unique-string matching techniques from the exact-match step. We distinguish
two types of anchors: (i) call-graph anchors: callees or callers of f. in the source-level call graph
that can be located in B (e.g., exported functions whose names are preserved in import/export
tables); and (ii) same-file anchors: functions residing in the same source file as f;,. that can be
similarly located, or binary functions that reference a string containing the source file path of
fsre (e.g., the C standard requires that assert() embeds __FILE__ into the binary [1], and many
project-specific logging macros follow the same convention).

Based on these anchors, XLoc selects candidates along two dimensions. (1) Shared call-graph
neighbors: any binary function that calls a callee anchor of f;, or is called by a caller anchor of fg..
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(2) File proximity: given a same-file anchor g, XLoc defines a proximity neighborhood:

N(g.x) = { fi € F | lidx(fi) ~ idx(g)| <x~1} (2

where idx(f) is f’s index in the address-sorted function list and x is the number of functions in fg.’s
source file. If multiple anchors are available, the candidate set is narrowed by intersection: Cprox =
(geGananer N (g: ). Additionally, XLoc exploits shared string literals as an anchor-independent signal:
string constants are preserved verbatim in data sections, so any binary function referencing the
same strings as fq. is a candidate regardless of whether anchors are available. Each candidate f; is
scored by the total number of feature hits across all three dimensions:

score(fi) = |S(fare) N S(fi)l + [CGa(fire) N CGA(f)| + L[ fi € Cprox] ®)

shared strings call-graph neighbors file proximity

where S(f) denotes the set of string literals in f, CGa(f) denotes f’s anchored call-graph neighbors
(callees and callers), and 1[-] is the indicator function (1 if true, 0 otherwise). Intuitively, a candidate
supported by more feature dimensions is more likely to be the target. The top-ranked candidates
form C,, for subsequent verification.

3.2.3 LLM-Bridged Embedding recall. For functions that lack distinctive local features (unique
strings, anchored callees, or file-proximity signals), the preceding exact match and candidate
selection steps are ineffective. To handle these cases, XLoc uses an LLM to transform the source
function into a pseudo-decompiled representation while lifting binary functions via decompilation,
converging both sides into the same decompiled-code space; an embedding model then performs
same-space retrieval to select candidates.

Step 1: LLM-Based Representation Conversion. Converting source code to decompiled form nor-
mally requires compilation and decompilation, but compilation demands a complete build environ-
ment and dependency chain, with reported success rates as low as 10%—71% [21]. Our design is
driven by the mechanics of downstream embedding retrieval, which is sensitive to lexical and struc-
tural proximity in code representations. Therefore, the recall stage does not require the transformed
source to be semantically equivalent to the exact compiled-and-decompiled output; it only needs to
be structurally and lexically close to real decompiler output. This relaxation makes it feasible to
use an LLM to approximate the combined effect of compilation and decompilation directly at the
source level.

We analyze the appearance divergence between source code and decompiled output and address
it with four transformation steps: (1) compile-time code expansion handles preprocessor divergence
(macros, conditional compilation); (2) compilation optimization handles optimization divergence
(constant folding, dead code elimination, control-flow restructuring); (3) symbol stripping handles
information-loss divergence (name erasure, type degradation); (4) stylization handles decompiler-
style divergence (naming conventions, formatting). Steps (1)—(2) approximate the structural changes
of compilation, while (3)-(4) align token-level appearance with decompiled output.

(1) Compile-time code expansion. Macros, conditional directives, and compile-time expressions (e.g.,
sizeof) are expanded during compilation, causing structural divergence. We extract the relevant
macro definitions, build configurations, and type definitions from R and supply them as context,
enabling the LLM to perform the same expansions at the source level.

(2) Compilation optimization. Since our goal is surface-level similarity rather than semantic equiv-
alence, we focus on lightweight optimizations that most commonly appear in decompiled code:
constant propagation and folding, dead code elimination, and control-flow restructuring (e.g.,
collapsing goto-based error handling into nested conditionals).
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1| int DSA_verify(int type, 1| __int64 __fastcall sub_401000(int al,
2 const unsigned char *xdgst, int dgst_len, 2 __int64 a2, int a3,
3 const unsigned char =xsigbuf, 3 __int64 a4, int a5, __int64 a6) {
4 int siglen, DSA =*dsa) { 4 v6 = DSA_SIG_new();
5 DSA_SIG *s; int ret = -1; 5 result = OxFFFFFFFFLL;
6 s = DSA_SIG_new(); 6 if ( ve ) {
7 if (s == NULL) return(ret); 7 v7 = d2i_DSA_SIG(&v6, &a4, ab);
8 if (d2i_DSA_SIG(&s,&sigbuf, 8 if ( v7 )
9 siglen)==NULL) goto err; 9 result = (int)DSA_do_verify(
10 ret = DSA_do_verify(dgst, 10 a2, a3, v6, ab6);
11 dgst_len, s, dsa); 11 DSA_SIG_free(v6);
12| err: DSA_SIG_free(s); 12 }
13 return(ret); 13 return result;
14] 3} 14] 3}
(a) Source code (b) Pseudo-decompiled (LLM-generated)

Fig. 4. Source code of DSA_verify and its LLM-generated pseudo-decompiled representation.

(3) Symbol stripping. Variable and parameter names are unconditionally stripped. Function names
require finer treatment: for each callee ¢ of f;,., we classify it as imported (no definition in R),
exported (defined, declared in a header, non-static), or internal; only imported and exported names
are retained. For types, we supply struct definitions from R so the LLM can convert field accesses
into offset-style operations (e.g., obj->field — *(al + 0x18)) and degrade type annotations to
primitives; exact byte-level offsets are not required, as they depend on compiler-specific layout
decisions (alignment, padding), and our goal is structural resemblance rather than precise values.
(4) Stylization. We provide few-shot examples of decompiler output to guide the LLM in mimicking
naming conventions (e.g., v1, al), type representations, and formatting. In practice, all four steps are
structured as a chain-of-thought prompt (Figure 5), with preprocessed context (macro definitions,
struct layouts, callee classifications, and decompiler examples) injected as input.

Figure 4 illustrates the result on DSA_verify (§ 2): optimization collapses goto-based error
handling into nested conditionals and restructures the NULL check, symbol stripping replaces
identifiers and degrades types, and stylization reformats to IDA conventions. Gaps remain with
real decompiled output due to the many-to-many nature of compilation: without knowing the
exact compiler, flags, and target architecture, certain details (e.g., stack canary insertion, literal
representations) cannot be predicted. Nevertheless, the surface-level approximation suffices: average
embedding cosine similarity rises from 0.50 to 0.60 and Recall@20 from 46.1% to 83.3% (§5.3.1).

Step 2: Same-Space Retrieval. The pseudo-decompiled query and all decompiled binary functions
(obtained during preprocessing) are encoded into vectors using an embedding model trained on
decompiled code [41]. Because both the query and candidates now reside in the same representation
space, the embedding distance more faithfully reflects functional similarity. XLoc computes cosine
similarity and selects the top-K candidates, excluding any functions already present in C,, to
form the embedding-based candidate set Cepmpeq-

3.3 Source-Level Diff-Guided Candidate Verification

Given the candidate sets from recall, the verification stage determines whether any candidate is
the true target or the target is absent, through LLM-based reasoning in three steps: coarse screen-
ing (§ 3.3.1) rapidly filters obviously unrelated candidates, a tournament (§ 3.3.2) progressively
eliminates candidates via pairwise comparison, and diff summary injection (§ 3.3.3) resolves ambi-
guities between similar candidates by supplying pre-extracted source-level differential knowledge.
Algorithm 1 presents the formal procedure.
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Prompt Template: Source-to-Pseudo-Decompiled Conversion

System: You are given a C source function. Transform it into a pseudo-decompiled representation by performing the
following steps. Show intermediate results.

Tools: GETSTRUCTINFO(name, ver), GETMACROVALUE(name, ver).

=== Source Function ===

{source code of f_src}

=== Macro Definitions Referenced by f_src ===

{macros retrieved via GetMacroValue}

=== Build Configurations ===

{compiler flags, conditional compilation defines, target platform}

=== Struct/Type Definitions Referenced by f_src ===

{types retrieved via GetStructInfo}

=== Callee Symbol Classification ===

Imported (preserve name): {list of imported callees}

Exported (preserve name): {list of exported callees}

Internal (strip name): {list of internal callees}

Step 1: Compile-time code expansion. Expand macros, resolve #if/#ifdef, evaluate sizeof/offsetof using
definitions above.

Step 2: Compilation optimization. Constant propagation, folding, dead code elimination. Collapse goto-based
error handling into nested conditionals. No complex optimizations.

Step 3: Symbol stripping. Strip all variable and parameter names. For callees, preserve imported and exported
names, strip internal names. Degrade types to primitives; convert struct accesses to offset-style operations.

Step 4: Stylization. Reformat to match the decompiler style shown below.

=== Decompiler Output Examples ===

{few-shot examples of real decompiled code}

Fig. 5. Prompt template for LLM-based representation conversion.

3.3.1 Coarse Screening. The first step reduces the candidate set by quickly filtering out functions
that are obviously unrelated to the query. XLoc presents the LLM with the source function fg.
alongside a batch of candidates’ decompiled code. For each candidate, the LLM renders a binary
yes/no verdict on whether it could possibly implement the same functionality as f;.; candidates
receiving a no verdict are immediately eliminated. Crucially, this screening is deliberately loose: it
only asks whether a candidate could implement the same functionality, not whether it is the target.
This low bar ensures that only clearly unrelated functions are eliminated, while any functionally
plausible candidate is preserved for the more precise tournament stage.

This step serves two purposes. Pragmatically, it reduces the number of candidates entering the
more expensive pairwise tournament. Conceptually, it provides the first entry point for a “not
present” conclusion: if no candidate survives coarse screening, XLoc immediately reports that fi..
is absent from the binary without proceeding to the tournament.

3.3.2 Tournament Verification. When one or more candidates survive coarse screening, XLoc
proceeds to rank them. The surviving candidates enter a single-elimination tournament in which
pairs are compared head-to-head until one winner remains or all are eliminated.

We adopt pairwise comparison because prior work [40, 61] shows it achieves the highest effec-
tiveness among LLM-based ranking strategies: pointwise scoring suffers from unreliable calibration
across invocations, while listwise ranking is undermined by the “lost in the middle” phenome-
non [30] where candidates are overlooked due to position rather than content. Although coarse
screening already reduces candidates to single digits (median 2, mean 4 in our evaluation), the
remaining candidates are precisely the hardest to distinguish: they survived screening because
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Algorithm 1 Source-Level Diff-Guided Candidate Verification

Require: Source function f., candidate set C, diff database DiffDB
Ensure: (true, addr) or not_present
: // Coarse Screening
: for each batch b € C do
Cf « Cpy U LLM-SCREEN ( forc, b)
: end for
:if Cﬁl = ( then

return not_present
end if
: // Tournament with Selective Diff Injection
: while |Cp| > 1do
for each pair (c;,c;) € PAIR(Cpy) do

if simyey (¢4, ¢j) > 74 and DiffDB(c;, cj) # 0 then

d«— Dl;ﬁDB(Cb Cj)
else
d—10

end if

0 < LLM-COMPARE( fyrc, Ci, Cj, d)

Advance WINNER(©); eliminate both if v = NEITHER
end for
Cfy « survivors {unpaired candidate advances automatically}
: end while
:if |Cﬁ1‘ =1then

return (true, addr(Cp[0]))

: end if
: return not_present

—_ =
= O 0 0N QU R W =

I T T N N Y
PR R R AR AR AR L o > 4

they are functionally similar to the target, making finer-grained pairwise comparison necessary to
distinguish them.

Tournament flow. In each round, candidates are randomly paired. For each pair (c;, ¢;), the LLM
receives the source code of f;,. together with the decompiled code of both candidates and produces
one of three verdicts:

o ¢; wins: ¢; more closely matches f;.; ¢; is eliminated.

o c; wins: ¢j more closely matches fq.; c; is eliminated.

e NEITHER: neither candidate matches fi.; both are eliminated.

If the candidate count is odd, the unpaired candidate advances to the next round automatically.
Rounds continue until one candidate remains (reported as the match) or all candidates have been
eliminated via NEITHER verdicts, in which case XLoc concludes that f; is not present in the binary.
This constitutes the second entry point for a “not present” judgment.

3.3.3  Diff Summary Construction and Injection. Diff summaries encode source-level differential
knowledge that guides the tournament on how to distinguish similar candidates in their decompiled
form. Two challenges arise. First, construction: identifying potentially confusable similar functions
in the source repository and analyzing how they differ from the target in binary-observable terms
rather than source-only features that compilation erases. Second, selective injection: blindly injecting
diff summaries into every pairwise comparison risks misleading the LLM when the two candidates
are already distinguishable on their own; injection should be triggered only when the comparison
genuinely needs it.

Offline construction. During preprocessing (§ 3.1), XLoc constructs diff summaries in two
phases. First, similar function identification locates potentially confusable functions in the source
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Table 1. Diff summary categories. Each difference is classified into one of four types and enriched with
context that remains observable in the binary.

Type Description Enriched Context Example

CaLL Different callees Callee source code DSA_do_verify vs. ECDSA_do_verify
VaLue  Different constants or strings Hex & decimal values 0x2A0 vs. 0x2A3

Accgss Different struct accesses Struct definitions dsa->q vs. eckey->group

OTHER  Other observable differences - 3 branches vs. 5 branches

repository. Functions that are confusable after compilation typically reside in the same repository

and serve analogous roles: they often share naming patterns (e.g., DSA_verify vs. ECDSA_verify)

and exhibit similar code structure. Based on these observations, we apply a two-stage filter that first
selects candidates by function-name similarity and then refines the set using lexical code similarity.
We apply a two-stage filter to identify near-neighbors (similar functions) of a given function

f. The name filter retains candidates g whose function-name edit distance is below a threshold

&n, selecting functions with related naming patterns. The code filter then measures structural

similarity. Functions that are confusable after compilation share similar code structure; the features

that distinguish them (function names, callee names, type names) are precisely those erased by

compilation. We therefore adopt a lexical similarity metric simjex [4] that mimics this erasure: a C

lexer tokenizes each function, stripping comments and whitespace, and normalizing all identifiers

and string literals to uniform tokens, so that the comparison reflects purely structural overlap. Let

T(f) and T(g) denote the resulting token sequences. The metric iteratively extracts the longest

contiguous common token subsequence (run) from T(f) and T(g), removes matched tokens after

each extraction, and repeats until no run of length > £,,;, remains. Let Ry, Ry, . . ., Ry be the extracted
runs; the similarity is:

25:1 |Ri|
min(|T(f)|. |T(9)])
Functions with simjey > 7, are retained as neighbors (thresholds in § 4).

Second, diff summary generation uses an LLM to analyze the source-level differences between
fsre and each identified neighbor and translate them into binary-observable distinguishing criteria.

For the second phase, the LLM performs a three-step analysis for each neighbor (see Figure 6),
with access to three retrieval tools: GETCALLEESOURCE for callee source code, GETSTRUCTINFO for
struct declarations, and GETMACROVALUE for recursive macro expansion.

(1) Identify raw differences: read both functions’ source code, recursively expanding macros to their
final values, and list all functional divergences (different callees, constants, struct accesses, etc.).

(2) Filter out non-semantic changes: discard differences that do not survive compilation, such as
variable naming and code style, retaining only functional divergences.

(3) Classify and enrich: categorize each surviving difference into one of four types (Table 1) and
enrich it with context for discrimination. For struct access differences, although exact offsets
are compiler-dependent and unknown at the source level, providing the struct definition allows
the verifier to reason about relative field positions (e.g., the target accesses the 3rd field while
the neighbor accesses the 1st).

Each neighbor receives 1-3 key differences, prioritizing directly observable ones (VALUE) over
those requiring additional context (CALL) and fine-grained reasoning (Access, OTHER).

All similar functions of f;;. are presented to the LLM in a single prompt for unified generation;
this is practical because similar functions are rare (in our evaluation, 99% of target functions have

0-2 near-neighbors, with the maximum being 4), and joint generation provides a holistic view

Simlex (f’ g) = (4)
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Prompt Template: Diff Summary Generation

System: You are a binary RE expert. After stripping, only these survive: external/library symbols, string constants,
numeric immediates, memory access patterns, control flow structure, code size.

Tools: GETCALLEESOURCE(name, ver), GETSTRUCTINFO(name, ver), GETMACROVALUE(name, ver).

=== Target Function: {name(f_src)} ===

{signature + source code of f_src}

=== Similar Function 1: {name(f_1)} ===

{signature + source code of f_1}

Step 1: Identify all functional differences (callees, constants, struct accesses, etc.).

Step 2: Filter to binary-observable. Discard: variable names, code style. Retain: external callees or callees with
distinguishable binary features; constants; struct differences.

Step 3: Classify each as CALL / VALUE / ACCESS / OTHER; enrich with context via tools. Max 1-3 per neighbor,
ranked by discriminative power.

Output format: for each difference, state what differs and how to verify it in a stripped binary.

=== Few-Shot Examples ===

{example diff summaries with expected output format}

Fig. 6. Prompt template for diff summary generation.

of the differences. The entire process operates at the source level and is performed offline; the
resulting diff database is stored persistently and reused across queries, avoiding redundant LLM
invocations. For example, for DSA_verify vs. ECDSA_verify (§ 2), it identifies a CaLL difference
and an Access difference as the key discriminators (Figure 7).

Online selective injection. Our key observation is that source functions whose implemen-
tations are similar also tend to produce similar decompiled code when compiled under the same
environment and configuration. This allows XLoc to reuse the same lexical similarity metric simjey
from the offline construction stage on decompiled code to decide, at tournament time, whether a
diff summary is needed. This is feasible because simjex’s underlying tokenizer [4] normalizes all
identifiers to a uniform token and compares only code structure (keywords, operators, control flow);
since decompiled code is C-like pseudo-code, the tokenizer applies directly, and the anonymous
identifiers therein (e.g., sub_FD377, v1) are normalized in exactly the same way as meaningful
source-level names. Thus, before each pairwise comparison of candidates c; and c;, XLoc computes
simjex over their decompiled code. If the similarity exceeds a threshold 77 and a precomputed diff
summary exists for the corresponding source-function pair, the diff summary is injected into the
LLM prompt alongside the decompiled code. The LLM then examines the pair guided by the diff
summary, which directs its attention to specific distinguishing features. For example, if the diff
summary states that function A calls foo() while function B calls bar (), the LLM examines the
call sites in the decompiled code and inspects the callee bodies to determine which function is being
invoked, since the original symbol names are typically stripped in the binary. When the similarity
is below the threshold or no diff summary is available, the LLM compares the candidates without
additional guidance, as the decompiled code contains sufficient distinguishing information.

3.4 Running Example
We walk through XLoc’s pipeline on the motivation example from § 2: locating DSA_verify from
CVE-2014-8275 in a stripped OpenSSL binary. Figure 7 illustrates the key steps, divided into an
offline analysis phase and an online verification phase.

Offline analysis. During preprocessing, XLoc searches the OpenSSL source repository and
identifies ECDSA_verify as a near-neighbor of DSA_verify based on their high name similarity and
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Offline Stage: Analysis for DSA_verify

Differences:

1. DSA_verify calls DSA_SIG_new, d2i_DSA_SIG,
3 —

DSA_do_verify, DSA_SIG_free. And ECDSA_verify

calls ECDSA_SIG_new, d2i_ECDSA_SIG,

DSA_verify ECDSA_verify le_f i ECDSA_do_verify, ECDSA_SIG_free.
- J— Summarization

@ 2. DSA uses DSA_DATA, ECDSA uses
o M ] ECDSA_DATA
Slml|al‘ Function Remeval Context: [Source code of the mentioned functions],

[Structure of DSA_DATA and ECDSA_DATA]

)

Online Stage: Verify for DSA_verify © Act: Get and Analyze Function Diff Summary.(

@ observe and reasoning: "The candidates have similar code patterns.

According to the diff summary. | need to check the callees to distinguish the
candidates."
© Act: Fetch Callee in Func A and Func D

O observe and reasoning: "Function called in FuncA is DSA_do_verify,

then FuncA is obviously DSA_verify.."

Yes
Similar? ——» -

Comparison

Comparison sub_FE218

Fig. 7. Running example: locating DSA_verify (CVE-2014-8275) in a stripped OpenSSL binary.

lexical code similarity (simyey). The LLM, equipped with retrieval tools for callee source code, struct
declarations, and macro definitions, generates a diff summary identifying two binary-observable
differences: a CaLL difference and an Access difference (details in Figure 7).

Online recall and verification. Since DSA_verify lacks distinctive strings or preserved sym-
bols, the rule-based pathway produces no candidates. The LLM-bridged pathway then simulates
compilation effects on DSA_verify’s source to produce a pseudo-decompiled representation, and
retrieves top-ranked candidates via same-space embedding similarity. After coarse screening,
FuncA-FuncD (where FuncA corresponds to sub_FD377 (DSA_verify) and FuncD to sub_FD218
(ECDSA_verify)) enter the tournament. In the first round, two pairwise comparisons are conducted:
FuncA vs. FuncB and FuncC vs. FuncD. In both matches the LLM eliminates the weaker candidate,
advancing FuncA and FuncD to the next round. In the second round, @ simy, detects that the
remaining pair is highly similar, triggering diff summary injection. ® Guided by the diff summary,
the LLM recognizes that the key distinguishing feature is to check the callees called by them. @ It
invokes a retrieval tool to fetch the callee bodies of both candidates, and confirms that FuncA’s
callee matches DSA_do_verify, therefore identifying FuncA as the correct match for DSA_verify.

4 Implementation

XLoc comprises approximately 20,000 lines of Python: 5,000 for preprocessing and 15,000 for the
online framework. We use IDA Pro for binary decompilation and Ctags for source code parsing
(extracting function boundaries, macro definitions, and type declarations). For code embedding, we
use DeJina [41], the state-of-the-art embedding model for decompiled code.

LLM Selection. XLoc uses GPT-5.2 [36] for offline tasks (pseudo-decompilation and diff summary
generation), whose results are computed once and reused across queries, prioritizing quality. The
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online stage (coarse screening, tournament verification) uses GPT-OSS-120B [37], a cost-effective
open-source model supporting private deployment.

Prompt Design. All LLM prompts follow a unified template combining chain-of-thought de-
composition [48], few-shot examples [32], retrieval tools for specific context, and structured output
formats. Figures 5 and 6 show representative templates.

Threshold Selection. For diff summary construction and injection, we use relaxed thresholds
to avoid missing true near-neighbors: name edit-distance similarity §, > 0.5, minimum run length
fmin = 24 (tool default), and lexical similarity 7; = 7; = 0.3 for both neighbor selection and
online injection. For verification, we select the top-20 candidates reported by rule-based recall and
LLM-bridged recall, respectively.

5 Evaluation
5.1 Experiment Setup

We evaluate XLoc through four research questions:

e RQ1 (Overall Effectiveness): How does XLoc compare with existing approaches for source-to-
binary function localization?

e RQ2 (Ablation Study): How do the core strategies contribute to the overall performance?

e RQ3 (Efficiency & Cost): What is the time and token cost of XLoc’s pipeline?

e RQ4 (Base Model Analysis): How does the choice of base LLM affect localization performance?

Metrics. The localization task requires a definitive verdict for each query: a confirmed address or
an absence conclusion. We therefore need to evaluate two distinct capabilities: whether the system
can locate the correct function when it is present (positive cases), and whether it can correctly
reject when the function is absent (negative cases).

For positive cases, each query has exactly three possible outcomes, and we define a metric for
each: Positive Accuracy (ACCY), the percentage where the system returns the correct address;
Wrong Positive Rate (WPR), the percentage where the system reports an incorrect address; and
False Negative Rate (FNR), the percentage where the system incorrectly concludes “not present.”
The three are exhaustive: ACC* + WPR + FNR = 100%. For negative cases, we report Negative
Accuracy (ACC), the percentage where the system correctly concludes “not present.” When a
dataset contains both positive and negative cases, we report the Harmonic Mean (HM) of ACC*
and ACC™,i.e., HM = 2- ACC* - ACC~/(ACC* + ACC"), as the overall metric, which avoids bias
from class imbalance by requiring both metrics to be simultaneously high.

For the recall-stage evaluation (RQ2), we use Recall@K (R@K), the percentage of queries for
which the correct function appears within the top K candidates.

Dataset. While XLoc’s technique is general-purpose, we evaluate it on the important down-
stream task of locating vulnerable functions in binaries given their source code. We employ two
complementary datasets (Table 2). Each test case pairs a query (the source code of a vulnerable func-
tion) with a target binary; the goal is to determine whether the binary contains the corresponding
function and, if so, to identify its address.

The Lares dataset [28] is an open-source benchmark originally built for patch presence testing,
which we repurpose for function localization. It covers 73 CVEs across 4 open-source projects
(157 vulnerable functions, 31 release versions). Binaries are compiled under diverse configurations
including three architectures (ARM, x86, x64), four optimization levels (00-03), and two compilers
(GCC, Clang), yielding 628 binaries. Ground truth is obtained by compiling with debug information
to record function addresses, after which all binaries are stripped to remove symbols. All 5,448 test
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cases are positive (every binary contains the target function), making Lares suited for evaluating
recall across compilation settings.

The Debian dataset is a real-world dataset we construct to additionally evaluate false-positive
avoidance. We crawl Debian Security Tracker of the 100 most-installed Debian packages, extract
fix-commit links to identify vulnerable functions, and download both pre-patch and post-patch . deb
packages. Packages lacking vulnerability records, commit links, extractable vulnerable functions, or
available .deb/debug-information packages are excluded. Ground truth is established via DWARF
data from the corresponding debug-information packages (-dbgsym/-dbg). Unlike Lares, binaries
are not stripped but used as-is from the official repositories. Since each package ships multiple
binaries, only a subset contains any given vulnerable function; the rest serve as negative cases. The
dataset covers 123 CVEs (323 vulnerable functions) across 10 packages and 42 versions, yielding
513 positive and 2,010 negative test cases. All negative cases are same-project binaries with the
target query function, and the ratio reflects real-world package distributions.

In summary, Lares stress-tests recall and cross-configuration robustness with stripped, positive-
only binaries, while Debian evaluates precision under realistic conditions with binaries used as-is
from official repositories (stripped or partly stripped) and both positive and negative cases.

Table 2. Dataset Statistics

Dataset Composition Test Cases

CVEs Vuln.Funcs Projects Versions Binaries Positive Negative Total
Lares 73 157 4 31 628 5,448 0 5,448
Debian 123 323 10 42 128 513 2,010 2,523

Baselines. Baselines. We select publicly available baselines that are applicable to our setting:
compilation-free, function-level source-to-binary localization. Since prior work in this exact setting is
limited, we assemble baselines from two complementary directions: (1) a recent model specifically
designed for compilation-free source-to-binary matching [55], and (2) code embedding models that
can encode both source and decompiled code for similarity retrieval, ranging from general-purpose
to binary-specialized.

e UniXCoder [18] is a unified cross-modal pre-trained model for general-purpose code represen-
tation, leveraging code, AST, and comments. We use the official release model.

e Jina-0.5B [26] is a compact 0.5B-parameter code embedding model optimized for code search
and similarity computation. We use the official release model.

e DeJina [41] fine-tunes jina-embeddings-v2-base-code [17] on decompiled binary code to bridge
the source-to-decompiled representation gap. We follow the original settings and fine-tune it on
a BinAtlas subset [41] with no project overlap with our test data.

e CodeCMR [55] trains a cross-modal retrieval network that projects source and binary functions
into a shared embedding space for direct source-to-binary matching. As the original implementa-
tion is not publicly available, we reimplement it following the paper’s design and train on its
released dataset.

Other related methods are not included because they fall outside this setting: B2SFinder [56]
targets library-level SCA, BinaryAl [25] does not disclose its model details or training data, and
XLIR [16] requires source-side compilation to LLVM IR, which conflicts with our compilation-free
goal.

For the embedding models, the target function source code is embedded as the query and
decompiled binary functions serve as retrieval candidates. All baselines participate in RQ1 (overall
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Table 3. Localization performance (%) across compilation configurations on the Lares dataset.

Architecture Optimization Compiler

Method ARM x64 x86 00 0O1 02 03 Clang GCC Overall
UniXCoder ACC* 2.9 4.3 3.4 34 4.5 3.4 2.8 2.9 3.7 35
Jina-0.5B ACC* 6.1 6.3 4.8 5.4 5.3 4.7 5.8 6.6 5.0 53
DeJina ACC* 224 222 188 223 193 198 183 21.2 19.7 20.0
CodeCMR  ACC* 5.3 14.7 125 16.9 115 9.9 9.3 14.1 11.5 12.0

ACC* 824 84.1 85.0 854 85.1 83.6 835 85.6 84.1 84.4
XLoc WPR 5.8 6.1 4.5 4.2 4.8 5.9 5.1 3.8 5.3 5.0

FNR 11.8 9.8 10.6 104 101 105 114 10.6 10.6 10.6

Table 4. Overall localization performance on the Debian dataset. All values are percentages (%). 7*: optimal
similarity threshold maximizing HM(ACC*, ACC™).

Top-1 With Threshold
Method ACC* WPR FNR ACC~ HM ™ ACC* WPR FNR ACC~ HM
UniXCoder 6.4 93.6 0.0 0.0 0.0 0.61 5.7 61.4 329 65.6 10.4
Jina-0.5B 11.1 88.9 0.0 0.0 0.0 0.64 11.1 57.1 318 58.7 18.7
DeJina 26.5 73.5 0.0 0.0 0.0 0.62 23.8 52.0 242 66.6 35.1
CodeCMR 12.7 87.3 0.0 0.0 0.0 0.68 12.3 84.8 29 42.5 19.1
XLoc 78.9 6.6 144 972 87.1 (threshold-free)

effectiveness) as end-to-end comparisons with XLoc. In RQ2, they further serve as recall-stage
baselines, where we additionally evaluate whether LLM-based pseudo-decompilation of the source
query can improve retrieval for the embedding models.

5.2 RQ1: Overall Effectiveness

We compare XLoc against all baselines on two datasets that test complementary aspects of the
localization task. On Lares (positive only), every system always reports a top-1 candidate, and we
measure whether the reported address is correct. On Debian (positive + negative), a system must
also decide whether the target function is present at all. Since similarity-based baselines have no
built-in rejection mechanism, we additionally equip them with an optimal similarity threshold 7 on
Debian: the system reports a match only when the top candidate’s score exceeds 7, and otherwise
concludes “not present.” For each baseline, 7 is selected to maximize HM(ACC*, ACC~) on the
Debian dataset, giving baselines the best possible advantage. XLoc uses LLM-based verification
rather than similarity scores, so its output is threshold-free by design.

Results on Lares. Table 3 reports results on the Lares dataset, broken down by compilation
configuration. Since similarity-based baselines unconditionally return the top-ranked candidate,
their errors are entirely misidentification (WPR = 100% — ACC*, FNR = 0%); the table therefore
reports only ACC™ for baselines. Even the best baseline, DeJina, achieves only 20.0% ACC*; the
remaining three baselines all reach at most 12%. In contrast, XLoc achieves 84.4% ACC* (4.2X over
De]Jina), with 5.0% WPR and 10.6% FNR indicating roughly balanced errors without systematic bias
toward either failure mode. Moreover, XLoc’s accuracy is stable across compilation configurations:
ACC™ ranges from 82.4% (ARM) to 85.6% (Clang), a total spread of only 3.2 pp, with 1.9 pp variation
across optimization levels and 1.5 pp between compilers, requiring no configuration-specific tuning.
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Fig. 8. Effect of similarity threshold 7 on ACC*, ACC~, and HM for each baseline on the Debian dataset.
Dashed lines mark the optimal 7* maximizing HM(ACC*, ACC™).

Table 5. Contribution of each recall step to true positives (TP).

Lares Debian
Pathway Count % Count %
Exact match 2,081 45.2 163 40.2
Candidate selection 2,101 45.7 124 30.6
Embedding recall 418 9.1 118 29.1
Total TP 4,600 100.0 405 100.0

Results on Debian. Table 4 reports results on the Debian dataset, which contains 513 positive and
2,010 negative test cases. Under the Top-1 strategy (left), all similarity-based baselines uncondi-
tionally report a match for every query. This yields FNR = 0% and ACC™ = 0%: they never miss a
positive case, but they also never correctly reject a negative case, resulting in HM = 0% across all
baselines. Even on positive cases, the best baseline (DeJina) achieves only 26.5% ACC*.

Under the threshold strategy (right), baselines gain the ability to reject queries via a similarity
cutoff 7. Figure 8 plots ACC*, ACC~, and HM as a function of 7 for each baseline, revealing
a fundamental threshold dilemma: raising t improves ACC™ at the expense of ACC*, and no
single threshold achieves satisfactory performance on both. Even with the oracle-optimal 7*
that maximizes HM on the full test set, the best baseline (DeJina, 7¥=0.62) reaches only HM =
35.1% (ACC* = 23.8%, ACC™ = 66.6%), confirming that similarity scores fundamentally lack the
discriminative power to separate positive from negative cases. In contrast, XLoc’s LLM-based
verification produces a deliberate accept/reject judgment for each query without relying on any
score cutoff, achieving 78.9% ACC*, 97.2% ACC~, and HM = 87.1%. The 97.2% ACC~ corresponds
to a 2.8% false positive rate on negative cases, where the target function is absent but the system
incorrectly reports it as present. These results show that XLoc supports both accurate localization
and reliable positive/negative discrimination.

Finding 1. XLoc achieves the highest localization accuracy on both datasets (84.4% ACC*
on Lares, 4.2% over the best baseline; 78.9% on Debian), remaining stable across compilation
configurations. Unlike similarity-based baselines, which suffer from low accuracy and an
inherent threshold dilemma when distinguishing positive from negative cases (best HM =
35.1%), XLoc delivers threshold-free positive/negative discrimination with HM = 87.1%.

Breakdown analysis. Table 5 breaks down the contribution of each recall step to successful
localizations on both datasets. All three steps contribute meaningfully. Embedding recall accounts
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Table 6. Recall performance(%) under different representations.

Source Code Plain LLM Pseudo-decompiled
Method R@! R@10 R@20 R@50 R@1 R@10 R@20 R@50 R@! R@10 R@20 R@50
UniXCoder 34 9.7 12.7 17.7 5.6 16.3 20.1 26.6 7.9 18.6 239 333
Jina-0.5B 5.1 11.7 14.7 20.4 5.5 13.1 16.6 21.6 11.3 22.6 27.3 35.4
CodeCMR 12.0 33.2 41.9 55.2 19.3 44.4 53.7 66.4 25.9 51.5 59.1 71.7
DeJina (used in XLoc)  19.3 40.4 46.1 53.0 313 54.2 60.5 69.5 55.1 78.2 83.3 87.1

for a smaller share on Lares (9.1%) not because it is less effective, but because it only activates
when both exact match and candidate selection fail; on Debian, where real-world binaries are built
with more complex configurations (e.g., higher optimization levels, link-time optimization) that
strip more symbols, its share rises to 29.1%. In the verification stage, coarse screening compresses
candidates by 67%-76% (from 21.0 to 6.9 on Lares, 9.9 to 2.4 on Debian) while misfiltering the
ground truth in only 2.5%/3.8% of cases where it appears in the candidate set. The tournament
then correctly identifies the ground truth in 89.8% (Lares) and 83.7% (Debian) of cases where it is
present.

5.3 RQ2: Ablation Study

We ablate XLoc’s two core LLM-driven strategies: (1) the pseudo-decompilation recall strategy that
bridges the source-binary modality gap to improve embedding retrieval, and (2) the tournament with
diff injection verification strategy that resolves ambiguity among structurally similar candidates.

5.3.1 Recall: LLM-Bridged Pseudo-Decompilation. To understand the effectiveness of our LLM-
bridged recall strategy, we evaluate each embedding model under three query representations:
(1) original source code, (2) a plain LLM paraphrase without project context or guided steps (ablation
control), and (3) the full pseudo-decompiled form with injected context and domain knowledge
(§ 3.2.3). Table 6 reports the results on the Lares dataset.

Converting the source query into pseudo-decompiled form consistently improves all embedding
models. DeJina benefits the most (R@1: 19.3% — 55.1%; R@50: 53.0% — 87.1%), because its
decompilation-specific fine-tuning [41] maximally exploits queries presented in the same style.
A plain LLM paraphrase without project context yields only modest gains (DeJina R@1: 31.3%),
whereas the full pseudo-decompilation with guided transformation steps and injected project
context (macro definitions, struct layouts, and decompiler output examples; § 3.2.3) nearly triples
R@1 to 55.1%, confirming that the supplied context and domain knowledge are essential to effective
representation conversion.

Figure 9 plots the cosine similarity between each query representation and the ground-truth
decompiled function (x86, GCC, 02) in DeJina’s embedding space. Our pseudo-decompiled form
achieves the highest average similarity, confirming that the transformation moves queries closer to
targets. However, 20 out of 298 cases yield lower similarity, primarily due to small functions with
unstable embeddings, symbol preservation mismatches, and aggressive compiler inlining. Since our
transformation approximates only the most common compilation patterns, it may not match every
specific configuration, though cases that diverge under one setting may benefit under another.

Finding 2. The LLM-bridged pseudo-decompilation strategy effectively narrows the cross-
modal gap between source code and decompiled binaries, and is model-agnostic: it consistently
boosts all embedding models tested, e.g., DeJina R@1 from 19.3% to 55.1%. Moreover, injecting
project context and domain knowledge significantly enhances the LLM’s conversion capability.
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Fig. 9. Similarity distribution between each query representation and the ground-truth decompiled function
in DeJina’s embedding space.

Table 7. Ablation study on LLM verification strategies. C: Coarse Screening, T: Tournament, Fl: Force Injection,
Sl: Selective Injection (Ours).

Strategy ACC*(%) WPR(%) FNR(%)
C (Plain) 75.2 13.3 11.5

C+T 82.1(16.9) 10.6(l2.7) 7.3(l4.2)
C+T+FI 80.0(J2.1)  85(21) 11.5(74.2)

C+T+SI (XLoc) 85.9(13.8) 7.9(127) 6.1(]12)

5.3.2  Verification: Tournament with Diff Injection. We ablate the verification stage to evaluate the
individual contribution of its three components: tournament comparison, diff summary injection,
and the selective injection strategy. Due to the cost of running the full LLM verification pipeline,
the ablation uses a representative Lares subset of 931 cases covering all 73 CVEs, compiled under
production-level configurations (02/03, ARM/x86, GCC/Clang); minor differences from the full-
dataset accuracy in RQ1 are due to the smaller sample.

Table 7 ablates the verification stage to evaluate the contribution of tournament comparison,
diff summary injection, and the selective injection strategy. C uses only the coarse screening
stage (§ 3.3.1), where the LLM scores each candidate’s relevance to the query within batches and
reports the highest-scored survivor, without pairwise comparison. Adding tournament comparison
(C+T, § 3.3.2) raises ACC* by 6.9 pp because pairwise comparison forces the LLM to focus on
relative differences between two candidates at a time, rather than scoring each against the query in
isolation; this contrastive reasoning is more effective at surfacing subtle distinguishing features
in decompiled code. Injecting diff summaries into all tournament comparisons (C+T+FI) actually
degrades ACC* by 2.1 pp relative to C+T and raises FNR from 7.3% back to 11.5%: when the
actual candidates are unrelated to the functions presupposed by the diff summary, the LLM is
misled into focusing on irrelevant distinguishing features, causing it to overlook the true matching
signals and make incorrect judgments. In contrast, selective injection (C+T+SI, § 3.3.3) injects diff
summaries only when the tournament encounters near-identical candidate pairs (e.g., DSA_verify
vs. ECDSA_verify), ensuring that the injected information is relevant to the candidates being
compared. This lifts ACC* by 3.8 pp over C+T to 85.9% while keeping both WPR and FNR at their
lowest levels, confirming that targeted injection restores discriminative signals precisely where
they are needed without misleading the LLM elsewhere.
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Table 8. Average per-case token and time cost of  Table 9. Impact of base LLM on XLoc. Mode: | =

XLoc’s verification pipeline. Instruct, R = Reasoning.
Stage In Tokens Out Tokens Total Tokens Time (s) Base Model Size Mode ACC* WPR FNR
Coarse Screening 17,237 2,384 19,621 35.8
Tournament 24,841 3,702 28,543 52.4 GPT-055-120B 120B 85.9 7.9 6.1

R
Diff Injection 4,461 834 5,295 116 DeepSeek-V3.2 671B I 74.1 2.7 23.2
DeepSeek-V3.2 671B R 92.4 3.5 4.1
I
R

Total 46,539 6,920 53,459 99.8

Qwen3-80B-Inst 80B 71.5 6.5 21.9
Qwen3-80B-Think  80B 82.6 10.2 7.2

Detailed analysis of diff injection. To understand the coverage and effectiveness of diff summaries,
we examine their construction and runtime behavior. During offline analysis, diff summaries are
constructed for 71 out of 157 source functions that have sufficiently similar neighbors in their
package. At runtime, 43 of these functions (covering 193 test cases) actually trigger diff injection
when the tournament encounters near-identical candidate pairs. The gap between construction (71)
and triggering (43) reflects a deliberately conservative strategy: we use a low similarity threshold
during offline analysis to ensure diff summaries are pre-computed for all potential confounders, even
though many are never triggered because the tournament resolves those cases without difficulty.
We analyze the 193 triggered cases and find that selective diff injection raises accuracy from 76.7%
(148/193, under tournament alone) to 84.5% (163/193), with improvements in two complementary
aspects. First, when the ground truth is present among near-identical candidates, diff summaries
provide concrete distinguishing evidence that helps the LLM correct misidentifications, flipping 29
cases from incorrect to correct. Second, when the ground truth is absent and both candidates are
confusable similar functions, diff summaries help the LLM reject both incorrect candidates: among
205 such pairwise comparisons, 188 (91.7%) are correctly rejected, preventing false positives from
propagating to subsequent tournament rounds.

Finding 3. Tournament comparison improves ACC* by 6.9 pp through contrastive reasoning.
Diff summary injection under a selective strategy effectively distinguishes near-identical
candidates, further raising ACC* by 3.8 pp while reducing both WPR and FNR.

5.4 RQ3: Efficiency & Cost

In this RQ we evaluate XLoc’s runtime overhead. The core cost arises from the online stage, since
offline source-code analysis and diff summary construction are persisted as a reusable database
and amortized across queries against different binaries. Specifically, we measure the cost of the
three recall steps and the three verification steps separately.

In the recall stage, exact match and candidate selection together average 0.5 s per invocation, while
embedding recall averages 61.4 s due to LLM-based pseudo-decompilation and vector similarity
search. Since 81.4% of cases are resolved by the first two steps alone, the weighted per-case recall cost
is approximately 0.5+ 0.186 X 61.4 = 11.9 s. Table 8 reports the per-case cost of the verification stage,
which dominates overall overhead: coarse screening, tournament comparison, and diff verification
together consume approximately 53K tokens and 99.8 s on average, with tournament comparison
accounting for over half of both. At current vendor pricing [2] ($0.039 per 1M input tokens / $0.19
per 1M output tokens) for GPT-OSS-120B, the total cost per case is approximately $0.003.
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Finding 4. XLoc’s online pipeline is practical, averaging approximately 112 s and 53K tokens
per query. The verification stage dominates overall cost, while exact match and candidate
selection keep per-case recall overhead low by bypassing embedding recall for 81.4% of cases.

5.5 RQ4: Base Model Analysis

To evaluate how XLoc generalizes across base LLMs, we select models along three dimensions: ven-
dor (GPT-0SS-120B from OpenAl [3], DeepSeek-V3.2 from DeepSeek [5], Qwen3 from Alibaba [6]),
scale (80B, 120B, 671B), and mode (Instruct vs. Reasoning). All other components remain identical;
only the LLM is substituted. Table 9 reports the results.

XLoc achieves ACC* > 71.5% across all configurations, confirming that its design is not tied to
a specific model. Two trends emerge. Reasoning models consistently outperform instruct variants:
DeepSeek-V3.2 improves from 74.1% to 92.4% ACC* when switching to reasoning mode; Qwen3-
80B shows a similar +11.1 pp gain. The improvement is primarily driven by reduced FNR, indicating
that the verification task benefits from explicit chain-of-thought reasoning. Larger models yield
better results: among reasoning models, DeepSeek-V3.2 (671B) > GPT-OSS-120B > Qwen3 (80B);
the same ranking holds for instruct models.

Finding 5. XLoc generalizes across LLMs of different vendors and scales. Reasoning models
and larger models consistently achieve higher accuracy, confirming that the task benefits from
both chain-of-thought reasoning and greater model capacity.

6 Limitation

We analyzed XLoc’s failure cases on both datasets and identify three primary causes.

Aggressive Compiler Optimizations (FN, WP). Aggressive optimizations such as function
inlining can restructure control flow and alter function boundaries, causing the decompiled output
to diverge too far from the source for recall or verification to succeed. A subtler case arises when
the compiler splits a function into two compilation units (e.g., an entry wrapper and an inlined
body); XLoc may recall one unit while the ground truth labels the other, yielding a wrong positive
despite correctly identifying part of the target.

Insufficient Discriminability of Simple/Common Functions (FP, WP). Simple or common
functions (e.g., single-line wrappers) lack distinctive features such as unique callees, strings, or
constants, making them hard to recall and disambiguate. Even with diff summaries, the distinguish-
ing information lies in data-flow-level details that are largely erased after compilation, leaving
insufficient signals for both recall and verification.

Cross-Version Divergence (FN). When the binary incorporates a different version of the library,
the source query may no longer represent the binary target accurately, causing recall or verification
failures. In our evaluation, XLoc achieves ~91% ACC* on pre-fix binaries but drops to ~78% on
post-fix binaries where the patched function has diverged from the query.

7 Related Work

Our work relates to four areas: source-to-binary code matching, binary code similarity detection,
source code similarity detection, and LLM-based code analysis.

Source-to-Binary Code Matching. Matching source code against binary code is a fundamental
task in software security. At the library level, BAT [20] matches string literals, OSSPolice [12]
combines string and structural features, B2SFinder [56] uses syntactic fingerprints, LibAM [27]
applies area matching on binary features, LibvDiff [11] performs version-level differential analysis,
and BinPro [35] trains source-binary embeddings for library identification. At the function level,
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CodeCMR [55] trains a cross-modal retrieval network that projects source and binary functions
into a shared embedding space, but its accuracy remains limited due to the severe representation
gap between source code and compiled binaries. XLIR [16] bridges the gap by compiling source
code to LLVM IR and lifting binaries to the same IR, enabling same-space comparison, but still
requires compilation on the source side.

Binary Code Similarity Detection. Binary code similarity detection (BCSD) approaches
spanning control-flow graph embeddings [15, 29, 52], instruction-level Transformer models [9, 33,
39, 45, 46], emulation-based semantic analysis [23, 47, 60], and input augmentation [49]. Recent work
further improves cross-compilation robustness: HermesSim [19] introduces a semantic-oriented
graph to reduce inconsistency across compilation settings, and DeJina [41] fine-tunes a source-code
embedding model for decompiled code similarity. However, applying BCSD methods to our task
requires compiling.

General-Purpose Code Embedding Models. General-purpose code embedding models such
as UniXCoder [18] and Jina-Code [26] encode code into dense vectors for semantic search and clone
detection. These models are trained on source-code corpora and can accept decompiled pseudocode
as input, but perform poorly on cross-modal source-to-binary retrieval due to the distributional
gap between source code and decompiled output.

LLMs for Code Analysis. Large language models have been applied to compilation [21, 59],
decompilation improvement [7, 22, 53], binary taint analysis [31], and reverse engineering com-
prehension [38]. These efforts pursue semantically faithful translation between source and binary,
or direct binary understanding. XLoc differs in that it uses an LLM only for stylistic simulation to
bridge the retrieval space without requiring semantic correctness, and for tournament-style verifi-
cation with injected source-level differential knowledge to produce definitive presence/absence
judgments.

8 Discussion
8.1 Practical Usage

Downstream Applications. Source-to-binary function localization benefits a range of down-
stream tasks, including patch presence verification [10, 28, 57], reachability and exploitability
analysis [8, 51], SCA false-positive reduction [25, 27, 42, 50], malware analysis [24, 34], plagia-
rism detection [58], and license compliance auditing [14]. Compared with prior similarity-based
approaches, XLoc provides much higher localization accuracy and positive/negative discrimina-
tion by producing definitive verdicts rather than ranked lists. Although this introduces additional
LLM-based verification cost (§ 5.4), it is practical when queries are few and misidentification is
costly, such as SCA false-positive elimination, patch presence verification, and license compliance
auditing.

Lightweight Private Deployment. We release XLoc as an open-source tool that supports
private deployment. Since the offline stage (source-level analysis, diff summary extraction, and
pseudo-decompilation) can be pre-computed and cached, the online stage only requires GPT-OSS-
120B for verification. Combined with the DeJina embedding model for recall, the entire pipeline fits
on a single 40 GB GPU, making XLoc deployable in private or resource-constrained environments
without reliance on external APIs.

8.2 Threats to Validity

Internal Validity. XLoc’s internal validity may be affected by three factors: LLM non-determinism,
LLM reasoning errors, and potential training-data overlap. First, LLM outputs may vary across runs.
We set temperature to zero for all LLM calls to improve reproducibility. Second, LLM may make
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mistakes: the LLM may generate inaccurate pseudo-decompiled representations, overlook discrimi-
native evidence, or make erroneous elimination decisions during verification. XLoc mitigates these
risks through loose coarse screening, pairwise tournament comparison, and diff-summary-guided
evidence checking. Third, the evaluated libraries may overlap with the training data of embedding
models and LLMs. We ensured no overlap between DeJina’s fine-tuning set and our test set; other
baselines use original weights, so any overlap only inflates their results without affecting our
conclusions. For LLMs, our tasks are similarity-oriented analyses rather than memorization-based
recall, and RQ2 shows that a plain LLM without guided context yields only modest gains.

External Validity. The main external-validity concern is whether XLoc generalizes beyond
the evaluated setting. We consider three aspects. First, project diversity may affect results; we
mitigate this by evaluating on multiple open-source projects and real-world Debian packages.
Second, compilation diversity may affect binary representations; Lares covers diverse architectures,
compilers, and optimization levels, while Debian reflects real-world package versions and compila-
tion environments. Third, language diversity may affect generalization. Although our evaluation
focuses on C/C++ projects, C/C++ binaries represent a challenging setting for function localization
because compilation and stripping remove most symbolic and type information. This makes our
evaluation informative for other stripped-binary scenarios where source-level cues are similarly
unavailable at the binary side, while cross-language evaluation remains future work.

Construct Validity. Ground-truth labels are constructed by matching debug symbols to function
addresses, which may introduce labeling noise when aggressive compiler optimizations (e.g.,
inlining, wrapper generation) break the one-to-one mapping between source and binary functions.
We discuss these cases in § 6 and note that such artifacts lead to underestimation rather than
overestimation of XLoc’s effectiveness.

9 Conclusion

We presented XLoc, a recall-then-verify framework for source-to-binary function localization
that produces definitive verdicts rather than similarity rankings. Its recall stage hierarchically
exploits compilation-surviving features for fast matching and bridges the source-binary modality
gap via LLM-based pseudo-decompilation without requiring actual compilation; its verification
stage disambiguates near-neighbors through tournament-style comparison guided by pre-extracted
source-level diff summaries. On two datasets (196 CVEs, 480 vulnerable functions, 756 binaries),
XLoc achieves 84.4% localization accuracy (4.2X over the best baseline) and HM = 87.1% for
positive/negative discrimination (vs. 35.1%).
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